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Abstract. Predictive models in real estate research
often remain more theoretical than practically applicable.
Beyond the limitation of restricted access to high-quality
data, most studies are further constrained by short and
methodologically weak prediction horizons. A common
practice is to train and test models on unseen data
originating from the same time period, an approach
that does not reflect real predictive scenarios involving
structural spatial change and future market conditions.
Moreover, spatial features are often treated as auxiliary
rather than as primary predictors, which is particularly
problematic for spatio-temporal domains such as real
estate. As a result, many reported errors reflect test
performance rather than genuine predictive accuracy. In
this study, we compare four spatially focused modeling
approaches—XGBoost, MLP, EnsRF, and EnsMLP—to
assess their ability to predict transaction prices per square
meter for newly built residential apartments in truly
unseen future periods and to expose the systematic bias
introduced when test errors are interpreted as predictive
performance. Using verified transaction data on newly
built residential apartments in Vienna and a rolling, time-
explicit evaluation scheme, we demonstrate that models
grounded primarily in spatial characteristics achieve
robust long-term performance, with the hybrid EnsMLP
architecture showing the highest temporal stability over
prediction horizons of up to nine years.
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1 Introduction

Predicting real estate prices is a central topic in both
academic research and applied market analysis. This

study focuses exclusively on the residential segment,
specifically newly built apartments, and does not address
commercial real estate markets, which follow partly
different valuation logics. Beyond its theoretical interest,
predictive modeling serves practical objectives, such as
supporting cost assessments, portfolio valuation, and
market monitoring. Although real estate markets have
shown relative stability over the past decades, they
have also been shaped by several global and regional
disruptions. Events such as the 2009 mortgage crisis
in the United States and the COVID-19 pandemic
have generated economic uncertainty and intensified the
need for accurate predictive tools, particularly for price
development and risk assessment (Nijskens et al., 2019;
Jiang et al., 2021; Harré and Zaitouny, 2023; Vasin,
2023). While the market forces mentioned above are
subject to strong fluctuations, spatial structures such as
accessibility, urban morphology, and the distribution of
amenities tend to evolve more slowly over time and are
often predictable. This suggests that spatial characteristics,
which reflect the long-recognized importance of location
in urban and economic geography, could provide a
more stable basis for predictive models that target long-
term geographic patterns rather than capturing short-term
market fluctuations.

Econometric modeling of real estate values, introduced
by the hedonic price model (HPM) (Rosen, 1974), has
become an important area of research because it links real
estate characteristics to observed prices (Brunauer et al.,
2013). In recent years, machine learning (ML) and deep
learning (DL) methods have further transformed this field
by enabling flexible, data-driven approaches to estimating
complex nonlinear relationships. Some of these models
have outperformed traditional econometric methods in
valuations and short-term predictions. However, this
focus has largely remained on modeling object-level and
interior features, such as age, number and distribution
of rooms, or amenities (Khoshnoud et al., 2023), while
spatial features are treated as auxiliary variables rather
than structural determinants of predictive performance
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(Geerts et al., 2023). In contrast, interior features often
represent temporary and context-dependent information,
while location-related attributes define the long-term
spatial logic of real estate markets. When using only new-
build apartments, many of these interior features can be
normalized, allowing spatial descriptors to emerge as the
dominant predictive component (Kmen et al., 2024).

Despite these methodological advances, much of the
predictive accuracy reported in the literature remains
theoretical rather than practical in nature. A key weakness
is that most studies validate models using random
or simultaneous splits within the same time period,
thereby evaluating spatial fit rather than true predictive
power (Anchaleechamaikorn et al., 2023; Čeh et al.,
2018b; Shi et al., 2023; Antipov and Pokryshevskaya,
2012, e.g.). In practice, results from such splits are
often presented as genuine prediction performance. This
approach evaluates how well a model interpolates existing
spatial patterns rather than how well it extrapolates into an
unknown future. For time-sensitive data such as real estate
transactions, this creates an illusion of predictive accuracy:
models benefit from the embedded market conditions of
the training period and are never confronted with truly
new temporal dynamics. As a result, reported performance
often reflects spatial autocorrelation within a static context
rather than actual predictive power. The fact that urban
change is dynamic poses a significant constraint on the
creation of truly forward-looking spatial models.

Taken together, these limitations raise the question of
which types of predictors can remain reliable when
models are deployed beyond their training period. To
overcome these challenges, predictors are needed that
remain reliable even under changing temporal conditions.
Although socioeconomic indicators are undeniably related
to real estate prices, they lead to additional uncertainty
because they fluctuate over time and would have to
be predicted themselves in prediction scenarios. Their
inclusion therefore adds a second level of prediction
and should primarily serve to capture short-term
dynamics rather than form the structural basis for long-
term models. In contrast, spatial characteristics—such
as accessibility, urban morphology, or proximity to
amenities—tend to change gradually and thus provide
a stable basis for temporal generalizations. Since these
characteristics are less sensitive to cyclical or speculative
effects, they provide stable spatial signals that support
consistent predictive performance. This study therefore
treats spatial attributes as the structural core of robust
predictive modeling, complemented by socioeconomic
characteristics that account for local and temporal
variations.

To test this hypothesis in practice, the present study
builds on the framework proposed by Kmen et al. (2024),
which introduced a structured spatiotemporal modeling
cycle for real estate forecasts based on verified transaction
data from Vienna. The same four-year modeling cycle
is retained here, as it provides an effective balance

between temporal depth and predictive generalization.
In contrast to that earlier work and our subsequent
experimental study (Kmen et al., 2026b), the present
paper focuses on a systematic comparison of four model
families, the gap between validation and true future
prediction, and the long-term robustness of spatially
driven predictors over horizons of up to nine years.
Methodological refinements include limiting the analysis
to newly built housing—thereby normalizing internal
characteristics and improving temporal comparability—as
well as improved quality control routines, refined spatial
descriptors derived from improved geocomputational
procedures, and the integration of crime statistics as
contextual socioeconomic indicators. In addition to
XGBoost, a tree-based gradient boosting algorithm, two
additional model families are explored: a multilayer
perceptron (MLP) as a DL counterpart and two ensemble
configurations—one that combines multiple machine
learning models (EnsRF) and another that integrates ML
with DL components (EnsMLP). This framework enables
a systematic comparison of different modeling paradigms
within a unified spatiotemporal context.

On this basis, the present study addresses the following
research questions:

• How well do different model families (tree-based,
neural, and hybrid ensembles) with a spatial focus
maintain their predictive performance over a longer
time horizon of up to nine years?

• To what extent do validation-based assessments
overestimate the actual predictive accuracy of real
estate models, as shown by the presented dataset and
model variants?

• Does the integration of spatial features
alone—without considering the interior design
of real estate or economic factors—provide a
sufficiently stable basis for a temporally robust price
prediction?

The rest of this article is structured as follows: Section 2
summarizes previous work on predictive modeling in the
real estate sector using spatial approaches and outlines the
limitations that motivate our study. Section 3 describes
the data set, the evaluation design, and the modeling
approaches. The empirical results are presented in
Section 4, which first analyzes the predictive performance
of all models across different time horizons, then compares
validation-based accuracy with actual predictive accuracy,
and finally evaluates the purely spatial model variants to
assess the stability of location-based predictors. Section 5
interprets these results in the context of methodological
implications for real estate prediction, outlines their
relevance for applied modeling practice, and discusses
limitations and directions for future research.
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2 Related Work

Real estate price prediction research has undergone a
notable shift from traditional econometric models to
data-driven spatial ML (Tekouabou et al., 2024). While
early HPMs formally represented the relationship between
property characteristics and observed prices, they were
poorly suited to large and spatially diverse areas due to
their reliance on detailed interior features and static global
coefficients. Since spatial heterogeneity was typically only
accounted for through coarse controls (e.g., city districts or
zip codes), these models could not adequately capture fine-
grained spatial structure or temporal dynamics. According
to meta-analyses, most real estate models today still focus
on internal and structural characteristics such as the age
of the building, the floor plan, or the heating systems,
while spatial characteristics receive comparatively lesser
attention (Khoshnoud et al., 2023; Sirmans et al., 2005).
Although many listing platforms display neighborhood-
related indicators, these are rarely evaluated as the
structural basis of temporally robust prediction models.
A growing number of studies examines the contribution
of environmental and location characteristics, including
access to green spaces (Trojanek and Gluszak, 2018;
Fan et al., 2016), amenities (Mahamood and Ranasinghe,
2023), educational facilities (Sah et al., 2016; Theisen
and Emblem, 2018; Kashian and Rockwell, 2013), and
transportation infrastructure (Debrezion et al., 2011; Li,
2020; Zhou et al., 2021), with POI-based and accessibility-
oriented studies showing more broadly that neighborhood
descriptors such as density of Points of Interest (POI),
accessibility metrics, or indicators of urban form can
improve predictive accuracy (Das et al., 2021; Mahamood
and Ranasinghe, 2023; Li, 2020; Zhou et al., 2021).

Modern ML and DL methods have further increased
methodological diversity. Random forests, gradient
boosting, and XGBoost have gained prominence
because they can model nonlinear interactions without
compromising computational efficiency (Čeh et al.,
2018a; Zeng, 2021; Phanhan et al., 2023). More complex
neural architectures have also been explored, especially in
situations where extensive additional data sources such as
text descriptions, satellite images, or photos of real estate
listings are available (Hasan et al., 2024).

Srirutchataboon et al. (2021) derived image feature
data from CNNs, combined it with structured data and
processed it using ensemble learning methods such as
XGBoost, RF, and AdaBoost, followed by a linear
calibration step. This resulted in a significantly lower
MAPE compared to each individual model. A similar
strategy was applied by Kim and Hong (2024), who
combined a heterogeneous ensemble of RF, boosting,
and k-NN models using a ridge regression meta-learner,
achieving improved accuracy and revealing performance
limitations for smaller or older apartment complexes.
Together, these findings underline the value of hybrid
ensemble frameworks for housing price prediction.

Even with these advances, a significant methodological
flaw persists: Most studies still assess model performance
using random or temporally overlapping train-test
splits, which means that it effectively measures spatial
interpolation rather than true prediction for unknown time
periods (see, for example Anchaleechamaikorn et al.,
2023; Shi et al., 2023; Antipov and Pokryshevskaya,
2012). Therefore, the reported MAPE values are often in
the range of “good” or even “highly accurate” (Lewis,
1982), but these results are more a consequence of
static fitting conditions than an assessment of dynamic
predictive power; moreover, recent work also suggests
that model performance itself can vary spatially across
locations rather than being fully captured by a single
aggregate metric (Genc et al., 2025). Only few studies
incorporate forward-chaining or rolling-origin evaluation
schemes. One of the few exceptions is Kang et al. (2021),
which explicitly evaluates a truly future period.

Together, these strands of research illustrate both the
progress achieved and the unresolved gaps that motivate
the present study. Although spatial predictors have
gained importance, their role as structural, temporally
stable components of long-term prediction has not
yet been sufficiently investigated. ML and DL models
continue to evolve but are typically evaluated under
validation schemes that tend to overestimate true
predictive capability. Finally, there are few studies that
systematically evaluate whether models based solely on
spatial information—without internal or socioeconomic
variables—can provide accurate predictions over longer
time horizons.

3 Methodology

Building on the framework proposed by Kmen et al.
(2024), this study uses an expanded dataset and modeling
strategy to evaluate real estate predictions over long time
periods. The analysis includes four models that use the
same temporal input windows but differ in architectural
family. This allows for a systematic comparison of their
predictive capabilities. The data, input configuration,
evaluation metric, and models are described in detail in
the following. Figure 1 summarizes the overall workflow
of the study, from data preparation and feature grouping to
rolling-origin model evaluation and comparative analysis.

3.1 Data

The data set used in this study includes verified
transactions of residential properties in Vienna from 2010
to 2022. It focuses exclusively on newly built apartments,
as these transactions are more homogeneous and thus
provide a more stable empirical basis for predictive
modeling. In total, 51,590 newly built transactions were
available after initial spatial filtering, of which 44,498
observations formed the final usable analytical sample.
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Figure 1. Overview of the study workflow, from transaction
data and feature preparation to model training, rolling-origin
evaluation, and comparative analysis.

The annual transaction volume ranges from around 1,300
in 2010 to more than 5,100 in 2021, reflecting the increase
in construction activity during the observation period.
The selected time frame represents a suitable observation
window: during these years, the European Central Bank’s
key interest rate remained relatively stable, minimizing
macroeconomic shocks and allowing model errors to be
attributed to methodological performance characteristics
rather than external fluctuations. A summary of the newly
built sample filtering and descriptive statistics of the final
analytical sample is provided in Tables A2 and A3 in the
appendix.

The feature space used in this study is divided into three
main groups: transaction-related, socioeconomic, and
spatial features. Transaction-level variables, derived from
official purchase documentation used for administrative
and legal transaction recording, describe property
characteristics such as usable living space, purchase date,
and buyer-seller classifications and form the basis of the
observations and their spatial assignment. Apart from the
living space itself, which is essential for determining the
price per square meter, no other internal parameters of the
property can be derived. Socioeconomic variables capture
socio-demographic figures, including unemployment
rate, average income, crime rate, education level, annual
consumer price index (CPI) and Austrian Trade Index
(ATX) markers. Together, these characteristics provide
dynamic contextual information at year, month, ZIP code,
or district level.

The largest and most analytically significant group of
characteristics consists of spatial predictors. This category
includes 132 variables that quantify accessibility, land
use composition, and urban morphology, representing the
multiscale spatial structure of Vienna. Spatial features
include network-based shortest paths to relevant POIs (e.g.
schools, health services, or public transport hubs) and
isochrone-based travel-time accessibility metrics derived
from a static 2022 urban structure, static urban core
(Fogliaroni et al., 2018) indicators, and yearly measures
from Vienna’s building structure model (BKM) describing
building density and related morphology within grid-
based spatial units. Together, these descriptors provide
a continuous representation of urban structure and
accessibility that evolves slowly over time, making them
well suited for long-term prediction.

In total, the data set contains 17 transaction characteristics,
16 socioeconomic variables, and 132 spatial predictors.
The deliberate weighting in favor of spatial characteristics
reflects the central hypothesis of this study: location and
spatial configuration provide a more temporally robust
basis for predictions than transient socioeconomic or
internal property characteristics. A detailed overview
of all feature groups, their definitions, and integration
modescan be found in Appendix Table A4; acronyms are
summarized in Appendix Table A1.

3.2 Input configuration and Evaluation metric

This study focuses on predicting the price per square
meter for residential real estate using a regression-based
modeling approach. The price per square meter is the
most comparable and interpretable measure for evaluating
real estate markets because it takes differences in property
size into account and enables meaningful comparisons
over longer periods of time. The model is evaluated
using the mean absolute percentage error (MAPE), which
is a scale-independent and easy-to-understand measure
of predictive performance. A MAPE value of 10%
indicates that predicted prices deviate on average by
±10% from observed transaction values, providing an
intuitive benchmark for model interpretation.

To ensure robustness and comparability between models,
all reported MAPE values are averaged over multiple
runs with different temporal partitions. This approach
reduces sensitivity to individual temporal partitions and
allows for a fair comparison between methods that
differ in structure and learning dynamics. Consequently,
performance is interpreted not as a single-point estimate
but as an empirically stable measure of predictability
under different temporal and spatial conditions.

The experimental design follows a rolling-origin
evaluation cycle originally introduced by Kmen et al.
(2024). The complete data set is divided into consecutive
annual segments that serve as time-ordered input windows.
Each model is trained with data from four consecutive
years (Yt,Yt+1,Yt+2,Yt+3) and then evaluated for
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all subsequent unknown years (Yt+4,Yt+5, . . . ,Yn).
After each prediction cycle, the training window is
shifted forward by one year so that the model can be
retrained on (Yt+1–Yt+4) and reevaluated for the next
unknown years. This iterative approach ensures that each
temporal configuration is tested under realistic prediction
conditions while maintaining chronological integrity
between training and prediction periods. The process is
complete once the last training batch (Yn−4–Yn−1) has
been used to predict the last available year (Yn). For ease
of interpretation, the prediction horizons are divided into
three temporal categories dictated by the available data:

• Short-term predictions: 1–3 years in advance,

• Medium-term predictions: 4–6 years in advance,

• Long-term predictions: 7–9 years in advance.

This structure allows a systematic analysis of error
development across increasing prediction horizons. The
1–3 year predictions define the benchmark; they are the
most stable and practically relevant short-term scenarios.
The subsequent benchmarks—the values averaged over
four to six years—provide information about the medium-
term robustness of the models, while extended predictions
of up to nine years allow an assessment of their long-
term generalizability. In all cases, average MAPE values
are used to capture systematic model behavior rather than
stochastic variation.

3.3 Model architectures

To evaluate the predictive performance of different method
families, four model architectures were implemented:
XGBoost, Multi-Layer Perceptron (MLP), Ensemble
Random Forest (EnsRF) and Ensemble MLP (EnsMLP).
Together, these models represent an evolution from
established tree-based learning methods to DL and hybrid
ensemble approaches. All models were trained under
identical temporal and spatial conditions, using the
four-year rolling input structure described above. This
configuration allows a direct comparison of predictive
behavior across different architectures and provides
insights into how model complexity affects prediction
stability over increasing time horizons.

XGBoost is a scalable gradient boosting algorithm that is
frequently used for regression tasks due to its predictive
power and robustness (Chen and Guestrin, 2016). It
builds decision trees sequentially, each tree correcting the
residual errors of its predecessors as outlined in figure
2. Regularization, column subsampling, and weighted
quantile sketches reduce overfitting and computational
effort, making the method efficient even for large feature
spaces. Each model includes a set of configuration
parameters, commonly referred to as hyperparameters,
which control aspects such as model complexity, learning
behavior, and regularization. These hyperparameters were

tuned using a randomized search with five-fold cross-
validation and using MAPE as the evaluation metric.
The search ranges included tree depth (9–16), learning
rate (0.001–0.075), number of estimators (200–2000),
subsampling ratio (0.5–0.9) and minimum child weight
(4–9). The optimal configuration for the four-year input
batch was a learning rate of 0.025, 1500 estimators, a
maximum depth of 12, a subsampling ratio of 0.9 and a
colsample bytree of 0.7.

Training Data

Initial Model
(Base Prediction)

Compute Residuals

Tree 1
Tree 2

Tree N

Weighted Sum of Trees

Final Prediction

Residual Update Residual Update

Figure 2. Conceptual structure of XGBoost. Each tree is
trained sequentially to correct the residuals of its predecessors.
Regularization and subsampling prevent overfitting and improve
efficiency.

Multi-Layer Perceptrons are used as a DL method.
These networks consist of fully connected input, hidden,
and output layers and are trained using backpropagation.
Unlike tree-based models, MLPs require standardized
input features prior to training. Several architectures with
different depths (2–7 hidden layers) and initial widths
(128–2048 neurons) were tested. The best-performing
architecture consists of six hidden layers with ReLU
activations; each dense layer is followed by a dropout
layer to mitigate overfitting (dropout rate = 0.1), as
illustrated in Figure 3. The first hidden layer contains 524
neurons, and the number of neurons in each subsequent
layer is halved. Training used a batch size of 64, up to 800
epochs, and a learning rate of 0.0001. Weights were further
constrained via L1 and L2 regularization (0.001 each).
As with XGBoost, models were trained in rolling four-
year batches and evaluated with MAPE, enabling a direct
comparison between tree-based and neural approaches.
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Input Features

Dense Layer (ReLU)
Dropout

...

Dense Layer (ReLU)
Dropout

Dense Output Layer

Prediction

Figure 3. Schematic of the MLP architecture. Input features
pass through multiple Dense+Dropout blocks before reaching the
output layer.

Ensemble Models To test whether the combination
of model families improves predictive performance,
two stacking ensembles were implemented. Both use
XGBoost as core component due to its strong individual
performance. The first, EnsMLP, integrates XGBoost,
MLP, and ridge regression. The second ensemble, EnsRF,
replaces MLP with a random forest. In both cases, the
base regressors generate predictions that are then fed into
a ridge regression metamodel trained by cross-validation.
EnsMLP captures complementarities between ML and
DL, while EnsRF evaluates whether multiple tree-based
learners are used. Figure 4 shows the schematic structure
of both ensemble approaches.

Data Input

Scaling / Preprocessing

XGBoost

MLP / RF

Ridge Regression

Meta-Model: Ridge

Final Prediction

Figure 4. Schematic of the ensemble models. Predictions from
base regressors (XGBoost, MLP or RF, Ridge) are combined in
a meta-model to generate the final prediction.

3.4 Implementation

The models were implemented in Python 3.9
using scikit-learn, XGBoost, and
Keras/TensorFlow. The hyperparameters were
optimized by random search within predefined parameter
ranges, and five-fold cross-validation was applied to

stabilize the validation error estimates while maintaining
temporal separation between training and prediction. All
models were trained on rolling four-year input windows
and evaluated on subsequent, unseen years. Model
performance is reported as the average MAPE across
multiple runs, reducing sensitivity to individual splits
and enabling a robust comparison of predictive capability
between XGBoost, MLP, EnsRF, and EnsMLP over time
periods of up to nine years.

4 Results

This section presents the empirical results. Building on
the experimental setup described above, the analysis
consists of three main objectives. First, it evaluates
the actual predictive capability of each model across
different time horizons to determine how well they can
be generalized beyond the training period. Second, these
results are compared with their validation-based accuracy
to highlight the discrepancy between apparent and actual
predictive performance. Third, a spatial feature only
model variant is examined to assess whether accurate
predictions can be achieved without resorting to external
socioeconomic variables, which themselves would require
separate prediction. This step isolates spatial information
to test how far location-based predictors alone can
maintain predictive accuracy over time.

MAPE is evaluated according to the classification of
Lewis (1982) in order to put the results into context
and provide a benchmark for interpreting the prediction
accuracy. MAPE values below 10% are considered very
accurate in this context, 11–20% indicate good predictive
performance, 21–50% are signs of reasonable accuracy,
and anything above 51% is considered inaccurate.

4.1 True prediction across horizons (1–9 years)

Table 1 and Figure 5 summarize the comparison of
the benchmarks over prediction horizons ranging from
one to eight years. Due to the rolling window design,
the one-year benchmark represents the average of most
individual model runs. With each prediction cycle, the
number of years available for prediction decreases by one;
therefore, the nine-year prediction is reported only as the
result of a single cycle and not as a benchmark average.
For all models, prediction errors increase systematically
with longer horizons, confirming the expected decline
in prediction power over time. The tree-based XGBoost
method performs strongly in the short term but shows a
gradual increase in error over time. Although it exceeds
the MAPE threshold of 20% after the three-year horizon, it
remains below 30% for up to seven years, which according
to Lewis (1982) corresponds to reasonable accuracy. The
MLP starts from a weaker base, exceeds the 20% range in
short-term predictions, and then shows a steady increase
in the error rate. Although its results are still within
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Prediction Horizon (Years) XGB MLP EnsMLP EnsRF
1 15.7 24.4 15.4 60.8
2 18.9 26.7 18.3 66.7
3 22.6 30.3 21.9 72.0
4 24.5 33.9 20.2 76.2
5 26.8 36.6 21.5 70.3
6 29.3 39.8 24.2 71.8
7 32.8 42.9 22.8 71.5
8 36.3 46.0 25.4 71.8
Average (1–8) 23.7 32.6 20.8 68.2

Table 1. Average MAPE (%) across prediction horizons (1–8
years). EnsMLP consistently achieves the lowest long-horizon
errors, maintaining stability where other models degrade.

1 2 3 4 5 6 7 8

20

40

60

80

Prediction Horizon (Years)

M
A

PE
(%

)

Prediction Error Across Time Horizons

EnsMLP EnsRF

XGBoost MLP

Figure 5. MAPE (%) across prediction horizons (1–8 years).
EnsMLP shows the most stable performance, while XGBoost
and MLP degrade gradually, and EnsRF overfits to near-term
patterns.

the range of reasonable accuracy, the MLP performs
significantly worse than XGBoost. The EnsMLP hybrid
ensemble, which combines components of ML and DL,
shows the most stable performance over time. Although
it also exceeds the 20% threshold after the three-year
horizon, it remains close to this value even for long-term
predictions.

It outperforms XGBoost by 10% and almost 11% with
MAPE values of 22.8% and 25.4% for the seven-
and eight-year horizons, respectively. In contrast, EnsRF
exhibits inconsistent and extremely unstable behavior, as
prediction errors exceed 60% after the first year and
continue to deteriorate, making it an inaccurate model
according to the Lewis scale. In total, EnsMLP offers
the most stable and accurate results, improving average
performance by almost 3% compared to XGBoost, which
suggests that combining complementary ML and DL
components improves temporal generalization. Although
MLP achieves only moderate accuracy, EnsRF is not
suitable for long-term prediction tasks, indicating that
strong validation performance alone does not guarantee
robustness under temporal shift.

Year XGB MLP EnsMLP EnsRF
2014 16.6 23.7 16.1 37.8
2015 18.3 25.6 17.4 40.1
2016 20.3 29.3 21.1 40.4
2017 22.3 31.1 19.6 41.2
2018 24.6 33.1 21.7 42.1
2019 26.3 36.7 24.3 46.2
2020 29.3 40.8 21.5 35.3
2021 33.2 43.7 22.2 32.4
2022 41.1 50.6 20.1 25.2
Mean 25.8 33.8 20.7 37.4

Table 2. MAPE (%) for predictions trained on 2010–2013 data
and tested up to 2022. EnsMLP maintains consistently low long-
horizon errors, while EnsRF remains unstable across time.

Since the longest prediction horizon of nine years is
derived from a single training window, these results
are listed separately in Table 2. The only configuration
that allows for a nine-year prediction is the model
that was trained on data from 2010 to 2013 and
evaluated sequentially for each subsequent year until
2022. The results confirm the previous trend: XGBoost
delivers highly accurate short-term predictions, but loses
significant accuracy from 2018 onward, especially after
2021, when the error exceeds 30%. The MLP again shows
weaker performance, exceeding the 30% threshold already
in the four-year prediction for 2017.

In contrast, EnsMLP shows remarkable long-term
stability, keeping MAPE values close to 20% even nine
years after the training period. With a four-year prediction
error of less than 20% and a nine-year prediction only
slightly above this threshold, EnsMLP clearly outperforms
all other models. Over a nine-year time horizon, its
error rate is 21 percentage points lower than that of
XGBoost, and its average error over the entire period
improves by more than 5% compared to the latter. EnsRF
remains inconsistent, exhibiting high variance and poor
temporal generalization. However, it shows an unexpected
decline in error rate for the longest prediction horizons,
ranking as the second-best model for the eight- and nine-
year predictions and thus within the range of reasonable
predictions according to the Lewis classification.

Figure 6 visualizes these results and illustrates the
temporal evolution of the model performance. Although
XGBoost and MLP show steadily increasing errors over
time, EnsMLP remains close to the 20% threshold
throughout the horizon. EnsRF performs poorly overall,
but shows a decline in the error rate for long-term
predictions in the late phase. Of particular interest is the
relatively stable error in long-term forecasts, which has the
second lowest error in forecasts for 8 and 9 years.

Overall, EnsMLP delivers the most stable predictions
across changing spatial and temporal contexts.
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Figure 6. Yearly prediction errors (MAPE %) for models trained
on 2010–2013 data. EnsMLP remains consistently accurate over
time, while XGBoost and MLP show gradual degradation and
EnsRF fluctuates substantially.

Model Val. Error 1 yr 2 yr 3 yr Avg. Pred.
XGBoost 14.6 15.7 18.9 22.6 23.7
MLP 15.8 24.4 26.7 30.3 32.6
EnsMLP 11.2 15.4 18.3 21.9 20.8
EnsRF 12.4 60.8 66.7 72.0 68.2

Table 3. Validation versus prediction performance across models
(in %). The EnsRF model appears optimal under validation
(lowest error) but fails catastrophically in actual prediction
horizons, demonstrating how validation accuracy can obscure
temporal overfitting.

4.2 When validation accuracy fails: Insights from
EnsRF

Validation accuracy is a practical but often misleading
indicator of actual predictive performance. Table 3
illustrates this discrepancy by comparing the mean
validation and prediction errors benchmarks for the
short-term predictions of all models. The EnsRF model
provides the clearest example of this problem: Despite
having one of the lowest validation errors (12.37%), its
actual prediction error on the one-year benchmark is
over 60% and even over 70% within just three years.
This discrepancy highlights the risk of overestimating
predictive capability when evaluation is limited to
contemporaneous data. A similar, but not as drastic decline
in accuracy can be observed by MLP, where the error from
validation to prediction increased by 8.6%.

In contrast, XGBoost shows the smallest deviation
between validation and prediction performance, with an
increase of less than 0.5% from validation to the first-year
benchmark. This shows that while all models experience
some performance degradation when confronted with
unknown temporal data, the extent of this decline varies
significantly depending on the architecture—underscoring
the importance of time-aware evaluation protocols.

Horizon XGB-SPO XGB EnsMLP-SPO EnsMLP
1 yr 15.7 15.5 15.6 15.4
2 yr 19.2 18.7 18.0 18.3
3 yr 23.1 22.6 20.6 21.9
4 yr 25.7 24.5 21.4 20.2
5 yr 28.4 26.8 23.3 21.5
6 yr 31.2 29.3 24.3 24.2
7 yr 34.9 32.8 26.0 22.8
8 yr 38.9 36.3 29.2 25.4
Average 24.6 23.7 20.8 20.7

Table 4. MAPE (%) comparison between spatial-only (SPO) and
full-featured models. EnsMLP shows minimal degradation and
remains most stable across horizons.

4.3 Spatial-Only Models

To evaluate the predictive power of spatial features in
isolation, the two most powerful models—XGBoost and
EnsMLP were retrained using Spatial Predictors Only
(SPO). The SPO configuration was first introduced in
Kmen et al. (2026a) as a method for isolating the
structural contribution of spatial information in real estate
price prediction for transfer learning. Following this
approach, all socioeconomic variables were excluded to
test whether purely spatial inputs can maintain predictive
accuracy over a longer period of time. This configuration
directly examines whether spatial information, as a
stable and slowly evolving component of urban structure,
provides a robust basis for long-term predictions. Both
models were trained with the same data configuration,
with the only change being the exclusion of the 16
socioeconomic variables, while all other parameters,
including hyperparameters and rolling training cycles,
remained constant.

The results summarized in Table 4 show that excluding
non-spatial variables only leads to a slight reduction in
predictive performance for XGBoost. Short-term errors (1
to 3 years) in the XGBoost-SPO variant increased by less
than 1%, while larger deviations occurred in long-term
predictions beyond five years. The EnsMLP model, on the
other hand, remained remarkably stable: its purely spatial
variant (EnsMLP SPO) achieved almost identical results
and, in several short-term benchmarks, even slightly better
results than the full model. Only in the medium- to long-
term predictions was a slight increase in errors visible. A
comparison of the mean errors across all horizons shows
that the average increase for XGBoost is limited to 0.9%,
while the EnsMLP variant shows a practically negligible
difference of 0.1%.

To gain further insight into the behavior of the model
and to illustrate that accuracy does not always decrease
linearly over time, Figure 7 visualizes the predictive
performance of both models and their SPO variants
over the same extended prediction horizon shown in
subsection 4.1.
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Figure 7. Prediction error (MAPE) for spatial-only (SPO) and
full-featured models using training data from 2010–2013 and
predictions up to 2022. EnsMLP retains accuracy and stability,
while XGBoost shows greater sensitivity to feature reduction.

As shown in Figure 7, both models maintain high accuracy
over short prediction horizons, but EnsMLP continues to
exhibit the greatest temporal stability even under reduced
feature conditions. With XGBoost, the SPO variant
follows the same general error trend as the full model,
with slightly higher values at each horizon; its behavior
remains consistent and predictable over time. However,
EnsMLP shows a significantly different pattern: the SPO
variant performs much better for short- and medium-
term predictions, keeping the error below the 20%
threshold up to six years into the future and outperforming
all other models and variants in this range. Only in
the long term does the full EnsMLP model regain its
advantage, as the error of the SPO variant increases more
rapidly. Nevertheless, the EnsMLP-SPO model continues
to significantly outperform both XGBoost variants in these
later years, confirming the high predictive value of spatial
features alone.

5 Discussion

This study examined the temporal robustness of different
model families, the degree to which validation values
distort true prediction accuracy, and the role of spatial
features as a stable basis for long-term real estate
prediction. Three key findings from all experiments can be
summarized. First, the models differ significantly in terms
of their long-term prediction behavior. Both XGBoost
and MLP achieve acceptable short-term accuracy, but
their performance continuously decreases as the prediction
period lengthens. XGBoost remains within a reasonable
range of accuracy for up to seven years, while MLP
shows significantly weaker performance throughout the
period. In contrast, the hybrid EnsMLP model shows the
most stable error progression and the lowest long-term
error rates, indicating that the combination of ML and
DL components captures complementary signal structures
and improves temporal generalization. Although EnsRF

performs well in validation, it exhibits strong temporal
instability and therefore must be considered unsuitable for
long-term prediction tasks.

A second finding concerns the discrepancy between
validation accuracy and actual prediction performance. It
is evident that validation errors significantly overestimate
actual prediction accuracy, especially for models that tend
to overfit temporally. EnsRF illustrates this effect: despite
having the second-lowest validation error, its prediction
error exceeds 60% in the first year and continues
to deteriorate in subsequent periods. This highlights a
systematic problem in real estate prediction research:
evaluating models within the same time period as their
training data creates the illusion of strong performance,
even though they may fail to capture the challenges of
future market conditions. Since transaction data are always
historical in nature, any operational price prediction model
must make predictions for truly unknown future states,
which illustrates why validation biases are problematic
in a real-world context. In contrast, XGBoost exhibits
the smallest deviation between validation and one-
year prediction error, underscoring that different model
families vary greatly in their sensitivity to temporal drift.
These results show that validation accuracy cannot serve
as a proxy for prediction accuracy and that time-aware
evaluation is essential.

The third perspective concerns the role of spatial
features as the core of the prediction framework. The
removal of socioeconomic attributes, variables that would
themselves require reliable prediction, results in only
minor accuracy losses. XGBoost has a slightly higher
error at each horizon, but largely maintains its behavior,
while EnsMLP is remarkably robust; the purely spatial
variant performs as well as or better than the full
model on short- and medium-term horizons. The results
demonstrate that spatial information alone can yield a
respectable predictive accuracy over several years. This
does not imply that all socioeconomic variables are
equally volatile or that all spatial variables are equally
stable; rather, the results suggest that predictors linked
to urban structure and accessibility provide a more
persistent signal overall than variables more directly tied
to changing market and social conditions. The purely
spatial experiments further show that model architectures
respond differently to feature reduction: while XGBoost
loses some precision, EnsMLP absorbs the reduction
with minimal deterioration, suggesting that its ensemble
structure can better exploit stable spatial signals even when
socioeconomic context is removed. This suggests that
hybrid ensemble architectures are well suited for spatially
driven prediction tasks.

Another conclusion from purely spatial experiments is
that their predictive accuracy can compete with much of
the existing literature despite not using internal features.
Many published studies report MAPE values between
10% and 25% using extensive sets of interior attributes,
socioeconomic indicators, or market-specific proxies—but
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almost all of these results come from validation-based
assessments within a single time frame. Under these
conditions, even complex models can achieve low error
rates by using timely information, but such values do not
reflect actual predictive performance over truly unseen
years. Against this backdrop, the purely spatial variants
of XGBoost and EnsMLP show that models trained
exclusively on spatial attributes can deliver accuracy levels
that match or even exceed those of many feature-rich
approaches described in the literature, especially when
considering the time lag between training and evaluation.
This underscores the practical value of spatial information
as a stable structural signal, even when internal or
socioeconomic variables are excluded.

Comparison of the present results with existing work
must be made with caution, as almost no previous study
evaluates long-term predictions using strictly unknown
data. Most contributions rely on cross-sectional partitions
or random train-test splits, which estimate spatial fit rather
than temporal generalization. Long-term evaluations with
rolling origins remain rare, and to our knowledge,
there are no published studies that evaluate predictive
performance for real estate over a period of up to
nine years using verified transaction data. Accordingly,
direct performance comparisons are limited by differences
in evaluation protocols: the strong results of purely
spatial models presented here therefore represent a
conservative estimate of actual predictive capability, while
the lower error values reported in many other studies
likely reflect optimistic validation results rather than true
predictive capabilities. The lack of comparable long-
term benchmarks underscores the need for spatially
explicit, temporally robust evaluation frameworks and
positions the present results as one of the first systematic
evaluations of long-term prediction accuracy under real-
world conditions.

Together, the results provide clear implications for future
research and practice. Predictive modeling in real estate
should go beyond simple train-test splits and employ
evaluation strategies that explicitly consider temporal
generalization. This principle also extends to other
areas where models are applied to future, unknown
conditions rather than data from the same time frame.
Validation accuracy should no longer be considered in
isolation as a meaningful performance indicator, as it
has been shown to be incapable of reflecting actual
predictive behavior. Furthermore, the results demonstrate
that spatial information serves as a stable and transferable
basis for predictions and enables modeling approaches
that prioritize location-based descriptors over volatile
socioeconomic inputs. Future work should examine the
spatial distribution of residuals in more detail to assess
local goodness-of-fit and possible clusters of under- or
over-prediction. For practitioners, models that incorporate
spatial structures are more robust in times of market
instability or limited economic data. This emphasizes

the need to incorporate temporal awareness and spatial
structures into future modeling frameworks.
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Čeh, M., Kilibarda, M., Lisec, A., and Bajat, B.: Estimating
the Performance of Random Forest versus Multiple
Regression for Predicting Prices of the Apartments,
ISPRS International Journal of Geo-Information, 7,
https://doi.org/10.3390/ijgi7050168, 2018a.
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Appendix

Acronym legend

Acronym Meaning
ATX Austrian Trade Index
BKM Building Structure Model
BSR Building-Space Ratio
CPI Consumer Price Index
DI Development Index
EnsMLP Ensemble Multilayer Perceptron
EnsRF Ensemble Random Forest
MAPE Mean Absolute Percentage Error
MLP Multilayer Perceptron
POI Point of Interest
SPO Spatial Predictors Only
UC Urban Core
XGB XGBoost
ZIP Postal code area

Table A1. Legend of acronyms used in the appendix and throughout the manuscript.

Sample filtering for newly built apartments

Category Count Share of newly built sample
Total newly built transactions 51,590 100.0%
Excluded: limited use (missing labels) 5,809 11.3%
Excluded: too close to the city limits 1,283 2.5%
Usable analytical sample 44,498 86.3%

Table A2. Filtering summary for newly built apartment transactions in Vienna. The final analytical sample used for descriptive statistics
consists of 44,498 usable observations.

Descriptive dataset statistics

Statistic Value
Study area Vienna
Observation period 2010–2022
Property type Newly built residential apartments
Usable analytical sample 44,498
Annual transactions (min) 1,357
Annual transactions (max) 5,165
Annual transactions (mean) 3,423
Mean price per sqm (2010) EUR 3,524.82
Mean price per sqm (2022) EUR 7,134.53
Price change 2010–2022 +102.4%
Overall mean price per sqm EUR 5,134.64
Mean usable area 73.30 sqm
Median usable area 64.28 sqm

Table A3. Descriptive statistics of the analytical sample of usable newly built apartment transactions in Vienna.
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Feature overview

Feature Class Count Description Form of Integration
Transaction Features (17)
Transaction 6 Usable area, investor, penthouse, newly

built, transaction date, subsidized
Base data points;
individual

Seller/Buyer Class 6 Based on transaction classification Individual; one-hot
encoding

Size Class 4 Based on transaction classification Individual; one-hot
encoding

Transaction count per object 1 Number of transactions per object By KgNr–Ez
Sociodemographic Features (16)
CPI 1 Yearly Consumer Price Index By year
ATX 2 Monthly median and 6-month lagged value By year and month
Socio-demographic
indicators

5 Crime rate, unemployment, average
income, share of foreigners, average age

By year and ZIP code

Education 8 Educational attainment levels (compulsory
school, secondary school, apprenticeship,
etc.)

By year and district

Spatial Features (132)
Urban Core 32 Variations of segment, junction, POI, etc.;

statistical values based on a cell grid
By location

BKM 3 Area, BSR, DI; based on UC grid cell By location and year
Shortest Path 15 Distances to POIs (doctor, drugstore,

kindergarten, museum, parks,
police, transport, schools, subway,
attractions, train, university, playground,
restaurants/bars)

By location; individual

Isochrone 21×3 Shortest-path POIs with finer distinctions
(e.g., bus vs. tram; restaurant vs. bar;
subway single vs. multi point)

By location; individual

Time Isochrone 6×3 Three transaction and crime feature counts
over time

By location; individual
and by year

ZIP 1 Based on the 23 districts of Vienna Individual
Table A4. Overview of all feature classes included in the final dataset. Each entry specifies the number of features, a short description,
and the integration method relative to the target data points. The table spans the full page width for readability. (Kmen et al., 2026b)

AGILE: GIScience Series, 7, 7, 2026 | https://doi.org/10.5194/agile-giss-7-7-2026 14 of 14




